
(a) Streaming Architecture
Video frames

t − 2 t − 1 t

DINOv3

Two-scale Visual Adapter
Patch + Δ Query pooling

Audio chunk

𝑉! 𝐴!

Causal VAE

Active Prompt
“A vehicle engine

idles, then revs up…”

Text
EncoderCausal VAE

Causal AR Transformer
Sliding-window self-attention

Prompt cross-attention

···
5s Ring-KV · [t − W, t]

×N

BOS 𝑉"

Query pooling

···

Flow Head Flow Head Flow Head Flow Head

Causal VAE Causal VAE Causal VAE

··· ··· ··· ···

L
R

(b) Temporal Alignment

(c) Spatial Training Data
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(d) Time-varying Prompts

Prompt A · 0–5s
A vehicle engine idles…with the sound 
source moving slightly to the right.

Prompt B · 5–10s
The audio begins with…growing fainter 

as it travels into the distance.
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